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Abstract. The rise of communicating devices has led to more and more machine 
to machine applications. In this context devices can be modeled using service-
oriented computing. Furthermore service-oriented approach paradigms support the 
dynamic nature inherent in this kind of applications. However even though devices 
and their services can cooperate in the same application, they are likely to belong 
to independent organizations. As a consequence each part of the application need 
guarantees on the service availabilities, and this can be achieved through service 
level agreements. 

Introduction 

In the past few years machine to machine has been a subject of growing interest. The 
expansion of wide varieties of communicating devices that range from sensors to 
electronic household appliances, and the development of wireless technologies are 
partially responsible for that success. These devices can be modeled using a service-
oriented approach thanks to an effective support for heterogeneity and dynamism. Thus 
remotely controllable devices can be used through simple method invocations, sensors 
can push events when a threshold is reached, etc. 

However the degree of dynamism offered by service-oriented computing and 
machine to machine applications makes difficult the anticipation of the system 
behaviour, for services can be introduced and removed (temporarily or not) 
dynamically from the execution environment at runtime. In addition to this problem, a 
service requester cannot control the life-cycle of its service provider because services 
are often managed by independent organizations. Consequently cooperation between 
services in a same application need guarantees on the availability of each one. A 
solution to tackle this problem is the use of service level agreements in the machine-to-
machine context. 

1   Challenges in Machine-to-Machine Interactions 

The rise of intelligent devices with communication capabilities will probably lead to 
the “Internet of Things” [1] also known as machine-to-machine (M2M) or ubiquitous 
and pervasive computing. The variety of such devices has considerably widened for the 
past few years, from more and more complex mobile phones to Radio Frequency 
Identification (RFID) tags or sensor networks that perform measurements on the 



physical world. Embedded devices and systems in vehicles, home and building 
automation are just some of the domains tackled by the next wave of computing. 

However in such a context, devices that interact do not necessarily belong to the 
same organization. For instance, in home automation, a HVAC (Heating, Ventilating & 
Air Conditioning) system of some vendor can use information from thermometers or 
temperature sensors provided by another vendor. More generally M2M applications 
tend to be composed of independent components managed by different organizations, 
which results in applications that cross organizational boundaries. 

In addition, the architecture of this kind of systems is likely to evolve dynamically. 
This dynamic evolution may be the consequence of a maintenance operation (replacing 
an old device by a new one) or a substitution. For example if a sensor runs out of 
battery, the application will use data of another available sensor that produces the same 
type of measurement, even though this latter may be managed by another provider. 

2   Dynamic Service-Oriented Computing 

Service-oriented architecture (SOA) [2] is an appropriate solution to tackle the 
complexity of ubiquitous computing, particularly with the takeoff of Web Service 
standards that have contributed to the current success of SOA. SOA enhances reuse of 
COTS and legacy softwares thanks to a loose coupling (only service contracts are 
published, not their implementation), and thus enables the composition of 
heterogeneous devices and protocols. 

Service-oriented computing (SOC) relies on the following pattern: service 
providers publish their services in a registry or through a specific protocol, so that 
service requesters can discover the services they require. In dynamic SOC, services can 
be registered or unregistered at anytime and service requesters can be notified of these 
changes through asynchronous events. Furthermore in dynamic SOC since services can 
be introduced or removed to/from the execution environment at runtime, the execution 
platform is able to support context-awareness [3] and dynamic evolutions of devices. 
An application can therefore be reconfigured at runtime in order to react to context 
changes. For instance, if a user starts watching a movie in the living-room, he should 
be able to pause it and resume it in his bedroom on another screen. The video stream is 
simply sent to another media renderer service depending on the user location that can 
be detected by a bluetooth device for example. 

However a component of a service-based application cannot control the life-cycle 
of a service that does not belong to him. For entertainment purpose applications like the 
one described above this may not be a serious problem, but as soon as economic or 
critical concerns are at stake, each part of the application need actual guarantees on the 
behaviour of other parts. 

Let's consider a fire detection system that uses data collected on all smoke level 
sensors installed in each apartment. Those sensors can belong to different providers as 
long as they produce the same type of data: a smoke level. If a fire is detected, then a 
report and an alert are sent to the fire station, and the fire doors are locked. These data 
are aggregated at each floor before being transmitted to the fire detection system. Now 
if the service responsible for the information aggregation on the last floor (or even a 
smoke level sensor of a flat) becomes unavailable, then a fire could spread without 
being noticed by the fire detection system. That is a reason why service discontinuity 
should be defined in the service contract. 



3   Service Level Agreements and Service Discontinuity 

To keep the flexibility of dynamic service-oriented approach but also a certain level of 
guarantee that the system will behave as expected, the life-cycle of a service must be 
defined in a legal agreement as well as the consequences of any disrespect of this 
agreement. In this way, if a service were to be removed temporarily (e.g. for 
maintenance purposes of the physical device) and if this interruption of service is 
specified by an agreement, then it should not be considered as an error but rather as a 
normal phenomenon. The service requester will consequently not try to perform a 
substitution with another provider of a similar service. 

A service level agreement (SLA) is an agreement negotiated and signed by the 
contracting parties where the level of the provided service is formally defined. SLA 
models, like the one described in the WS-Agreement specification [4], generally 
include (non-exhaustively): 

• The agreement context : signatory parties and possible third parties entrusted 
to enforce the agreement, an expiration date and any other relevant 
information. 

• A description of the service including functional and non-functional aspects 
such as quality of service. 

• Guarantees and obligations of each party, which are mainly domain-specific. 
• Penalties incurred if a term is not respected. 
Then at runtime, SLAs are enforced by service level management (SLM) [5] 

mechanisms: monitoring, assessment of the respect of the terms, application of pre-
defined policies, etc. 

So in order to cope with cross-organizational service interactions in a highly 
dynamic environment, the idea is firstly to add specific information related to service 
discontinuity in service level agreements and the corresponding actions to undertake in 
case of disrespect of any term of the contract (e.g. blacklisting of the service provider, 
refund, blocking of the service requester calls, etc). And secondly the execution 
environment should be able to understand the content of the agreement, to monitor the 
interactions between the involved parties and eventually to react to any breach of the 
contract. 

In addition to that service discontinuity aspect service level agreements are free to 
cover other domain-specific non-functional properties that can be usually found in such 
agreements (security, performance, etc). 

Thus, organizations can cooperate in M2M applications with the guarantee that the 
services they use will not be unavailable long enough to disturb the functioning of the 
whole application. Even if it were to be the case, policies and penalties defined in the 
agreement would be enforced. 

4   Summary and future work 

Service-oriented computing and more precisely dynamic service-based applications 
match the needs of ubiquitous computing. However such composite applications cannot 
belong to only one organization and that inevitably implies cross-organizational service 
communications. In this context there is an actual need for guarantees on the service 
level, especially on service availability. However for the time being, SLA solutions 



generally focus on IT applications and do not address the M2M domain nor the 
problem of service discontinuity. The solution briefly described in this paper consists in 
the addition of information specific to the temporal availability of services in SLAs and 
taking this new information into account in service level management. 

Future work will define precisely the content of guarantees and policies regarding 
service interruptions and try to validate this approach through different patterns of 
service interactions: request/response, publish/subscribe and producer/consumer. The 
latter is useful to implement sensor-based applications [6] which are omnipresent in the 
“Internet of Things”. 
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